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External mode computations: VDEs and external 
kinks involve free-surface motions. 

•  We have represented the region outside the interface as low-
density, low-temperature (high-η) plasma. 

•  Extreme differences between core and edge values lead to 
ill-conditioned matrices. 

•  Preconditioning axisymmetric variations is not a problem. 

•  Previously shown axisymmetric VDE computations have 
nedge/n0=0.1 and Tedge/T0=10-4 so that ηedge/η0=106 (Spitzer). 

•  In computations with reduced-Δt, density becomes negative 
in the evolving private-flux region. 

•  Increasing spatial resolution from 72×96 to 144×144 
(bicubics) did not help. 



Residual flows in the private-flux region exhibit slightly 
positive divergence. 

•  Forcing from residual JxB is inferred. 

•  The above computation has Tedge/T0=2x10-5 so that ηedge/η0=107. 
It runs through 217 τA before density becomes negative; previous 
case had n < 0 at 122 τA. 

Density	  at	  t=173	  τA	  shows	  
displacement	  from	  ini9al	  
up-‐down	  symmetry.	  	  

Velocity-‐vector	  overlay	  
shows	  flows	  in	  private-‐flux	  
region.	  	  

Pressure	  varia9on	  is	  
extremely	  weak	  in	  private-‐
flux	  region.	  (0<p<pmax/100)	  



Parallel viscosity helps control artificial flows. 

•  This set of computations has νiso=5x10-5. 

•  Running with νpar=5x10-2, the simulation 
proceeds without encountering n<0. 

•  Parallel viscosity is a safe “fudge” in that it 
tends to have little effect on nearly 
perpendicular MHD dynamics. 

•  Scaling νpar/νiso from 0 to 1011 in a 
linear large-R/a cylindrical external kink 
has less than 0.05% effect on its 
growth-rate. 

•  In a toroidal external kink with R/a=6, 
scanning νpar/νiso from 0 to 106 affects γ 
by less than 3%. 

Density	  at	  t=1641	  τA	  
from	  the	  computa9on	  
with	  parallel	  viscosity.	  	  



Achieving resolution on the bubble-swallowing 1/1 
is an exercise for NIMROD. 

Density	  isosurfaces	  at	  25%	  (tan)	  and	  75%	  
(red)	  of	  maximum	  density	  at	  t=372	  τA	  
from	  the	  best-‐resolved	  case	  so	  far.	  

•  Recall that it is a large aspect ratio 
(Lz/a=20π), cylindrical column with 
q=0.96, rw=1.5a. 

•  The Fourier representation is used 
for the azimuthal angle. 

•  Earliest computations had small 
thermal conduction, low 
resolution, and Galerkin FE 
projection. 

•  All have nedge/n0=0.1 and         
Tedge/T0=10-3, so ηedge/η0=3.2x104.  



Different ideas for improving external-kink 
evolution were tested. 

•  Dynamics are relatively fast, so using the 3D semi-implicit 
operator instead of the 2D operator makes little difference. 

•  Least-squares projection for n and T with explicit upwinding 
improves n and T evolution somewhat. 

•  Least-squares helps avoids n and T overshoot without old 
nonlinear diffusivities. 

•  Explicit upwinding may be of limited use. 
•  Least-squares projection for B allows large maxit with symmetric 

CG solves, avoiding Δt crashes due to solver failure. 
•  Spatial resolution is paramount.  



Spatial convergence is slow with the relatively sharp, 
helical plasma surface. 

•  Fine-scale corrugation in the low-resolution case at left is primarily 
from inadequate azimuthal (Fourier) resolution. 

Density	  at	  φ=0,	  t	  =	  365	  τA	  for	  the	  72x32	  
bicubic,	  0≤n≤21	  computa9on	  with	  least-‐
squares.	  

Density	  at	  φ=0,	  t	  =	  372	  τA	  for	  the	  72x64	  
bicubic,	  0≤n≤85	  computa9on	  with	  least-‐
squares.	  



Energy spectra show pile-up at low resolution. 
Magne9c	  Energy	   Kine9c	  Energy	  

Dealiased	  0≤n≤21	  
with	  72x32	  bicubic	  
mesh.	  

Dealiased	  0≤n≤43	  
with	  72x64	  bicubic	  
mesh.	  

Non-‐dealiased	  0≤n≤64	  
with	  72x64	  bicubic	  
with	  progressive	  
filtering	  of	  last	  5	  
Fourier	  components.	  



There is little kinetic-energy pileup with better 
azimuthal resolution. 

Magne9c	  Energy	   Kine9c	  Energy	  

Dealiased	  0≤n≤43	  
with	  72x64	  bicubic	  
mesh.	  (repeated)	  

Dealiased	  0≤n≤85	  
with	  72x64	  bicubic	  
mesh.	  

•  Note	  that	  the	  ME	  tail	  at	  high	  resolu9on	  is	  below	  all	  comps.	  of	  the	  KE	  spectrum.	  



With symmetric solves, flow-CFL is the limiting 
factor on time-step. 

•  Explicit upwinding risks instability with CFL>1. 
•  Flows are largest in the low-density region. 
•  One high-resolution computation has the drag term reintroduced. 

•  Flows in the low-density region are small, but the nonlinear 
phase is delayed. 

•  At a given perturbation amplitude, Δt is about the same as it 
is without the drag term. 

•  Parallel viscosity was applied in some of the higher-resolution 
computations, but its effect is minimal. 
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What would improve these computations? 

•  Being able to take larger accurate time-steps without excessive 
computational work. 

•  Faster convergence of 3D solves – resistive magnetic diffusion in 
particular. 

•  Better distinction between plasma and exterior regions. 



Temporal integration comparisons: Would a 
higher-order method permit faster computation? 
•  Numerical phase errors affect propagation of features 

across a mesh. 
•  Motion of interfaces – accuracy & avoiding overshoot 
•  Drift propagation in two-fluid modeling 

•  Higher-order, unconditionally stable methods are 
available. 

•  The ability to solve new algebraic systems is an 
important consideration. 

•  Iteration with least-squares symmetric matrices is 
more robust than with asymmetric matrices. 

•  There is still hope for better 3D preconditioning. 



Spectral elements may heighten phase errors, 
because resolution is not uniform over a mesh.  
•  Chebyshev polynomials are similar to Legendre polynomials, 

and Chebyshev node locations in -1 ≤ x ≤ 1 are: 

x j = cos
π j
N
, 0 ≤ j ≤ N

Expanding shows that the minimum spacing scales with 1/N 2 
[Boyd], whereas the maximum spacing scales with 1/N. 

•  A given shape is subject to varying spatial resolution as it 
propagates through a non-uniform mesh. 

•  Corollary: the finest-scale features are subject to varying 
numerical responses during propagation. 



Diagonally implicit Runge-Kutta methods are used 
in some applications that require low phase error.  
•  Like other Runge-Kutta methods, each step starts with the 

solution at one time. 

 

•  Diagonally implicit means that only one predictor field is solved 
at a time.  (A is lower-triangular) 

•  Singly diagonally implicit means that each predictor step uses 
the same implicit operator.  (A is lower-tridiagonal & diagonals 
are the same.) 

For dy dt = D(y, t)

Y j+1 =Y j +Δt bα Dα
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Comparing Crank-Nicolson with an SDIRK method 
and a relatively new DIRK method is worthwhile.  
•  There is only one 3-stage fourth-order A-stable SDIRK 

[Crouzeix, PhD thesis, Univ. Paris VI, 1975]. 
•  Najafi-Yazdi and Mongeau [JCP 233, 315-323, 2013] develop a 

low-dispersion, low-dissipation, A-stable DIRK (ILDDRK). 
•  Consider a linear equation: 

dy
dt
= −iky

•  Define σ = kΔt 
•  The analytical eigenvalue of Δt-advance is exp(-iσ). 
•  If G is the numerical time-step eigenvalue, |G| is the 

amplification factor, and the phase error is 

arg Geiσ G!
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•  Phase error for ILDDRK is approximately 1 radian at σ = 4. 
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For large σ, the newer ILDDRK method has 
considerably less phase error than SDIRK and CN.  



0 0.2 0.4 0.6 0.8 1
X

-0.2

0

0.2

0.4

0.6

0.8

1

1.2

f

0 0.2 0.4 0.6 0.8 1
X

-0.2

0

0.2

0.4

0.6

0.8

1

1.2

f

Implications for advection have been explored with a 
1D code that uses either Fourier or spectral-element 
representations. 
•  Domain is periodic, 0 ≤ x ≤ 1 and normalized: 
•  “Analytical” results just project the initial shape after shifting. 
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A fair comparison recognizes that DIRK takes more 
computational work. 
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•  Δt=1/120 is CFL=0.84 for 32 Fourier nodes. 
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CN,	  
Galerkin,	  
Δt=1/120	  
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Projection is a concern, in itself, with spectral elements. 

Analy9cal,	  
Fourier	  

CN,	  
least	  sq.	  
Δt=1/120	  

•  Eight quartic elements have the same number of points as the Fourier 
representation.  (CFL based on node locations is 0.39 for Δt=1/120). 
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SDIRK,	  
least	  sq.,	  
Δt=1/30	  

With least-squares projection, the DIRK advances 
produce no more error than with Fourier. 
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CN,	  
least	  sq.	  
Δt=1/120	  
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Analy9cal,	  
spec.	  el.	  



With respect to altering the temporal advance, a 
clear win is not obvious.  
•  The DIRK methods require more work per step. 
•  Full CN and DIRK implementations would require full nonlinear 

algebraic solves, which the implicit leapfrog [JCP 229, 5803] 
avoids. 

•  The advective part of implicit leapfrog in isolation is CN. 
•  The present least-squares in NIMROD time-splits ideal 

terms for B, n, and T, and DIRK could be implemented for 
that alone. 

•  Getting the code to run faster may be a better use of limited 
resources. 



Possible revisit of potential representation: 
Having a reliable div(B)=0 option would be useful. 
•  The option would help verify results, even if it is less efficient for 

production computations. 

•  In particular, diffusive divergence cleaning is not as effective in 
two-fluid computations as it is in MHD. 

•  A previous effort (2014) expanded A with C0 expansions. 

•  The div(A)=0 condition was imposed with a discontinuous scalar. 

•  The formulation did not prove reliable for linear resistive-MHD 
computations. 

•  The M3D representation is described in [Breslau, Ferraro, and 
Jardin, PoP 16, 92503 (2009)]. 

•  M3D-C1 uses C1 elements with continuous derivatives. 

•  A potential representation with C0 elements is also possible. 



How might we formulate scalar potential-
representation? 

B =∇φ ×∇ψ + I∇φ +∇χ

To	  sa9sfy	  the	  divergence	  constraint,	  

in
R2

I +∇2χ = 0

The	  above	  can	  be	  sa9sfied	  element	  by	  element	  with	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  
along	  the	  edge	  of	  each	  element	  to	  maintain	  con9nuity	  of	  B-‐normal.	  

n̂e ⋅∇χ = 0

J = Δ∗ψ∇φ − in
R2

∇⊥ψ −∇φ ×∇I



Conclusions 
•  Some	  level	  of	  parallel	  viscosity	  is	  beneficial	  for	  suppressing	  
ar9ficial	  flows	  in	  VDE	  computa9ons.	  

•  ELMs,	  RWMs??	  
•  Spa9al	  resolu9on	  is	  paramount	  for	  external-‐mode	  problems.	  
•  When	  considering	  computa9onal	  work,	  simplified	  1D	  
advec9on	  tests	  do	  not	  show	  DIRK	  methods	  to	  be	  beneficial.	  

•  Considering	  the	  number	  of	  algebraic	  solves,	  taking	  more	  
Crank-‐Nicolson	  steps	  is	  comparable.	  

•  Reducing	  solver	  9me	  on	  exis9ng	  systems	  appears	  to	  be	  a	  
beder	  use	  of	  limited	  resources.	  


