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Background and motivation
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A

GPU: The 
irreversible trend

B

The necessity of 
porting

C

Other codes 
ported to GPU

D

Unexplored 
territory

95% of the computing power in Summit, the 

fastest supercomputer, comes from GPUs, as 

do other top supercomputers.

GENE: tokamak plasma microturbulence code 

PSC: PIC simulation code

M3D-C1-K: PPPL MHD+EP code

CLT-x: ZJU MHD code

have all partially or completely ported to GPU, 

and have achieved code acceleration.

Programs running on the CPUs cannot run 

directly on the GPUs, and there is no program 

that can automatically porting programs from the 

CPUs to the GPUs.

NIMROD team has started working on the GPU 

porting, e.g. based on abstract block data 

structure of the code and acceleration of EP 

module is unexplored.

Why porting NIMROD to GPU



Why can GPUs accelerate computing: Architecture comparison with CPUs 

GPUs are designed for highly parallel computing with more transistors for data processing rather 
than data caching and flow control. The figure above shows an example of chip architecture of CPUs 
and GPUs.

Image Source: https://developer.nvidia.com/openacc-overview-course



The picture above is a good example, CPUs are like motorcycles, GPUs are like buses. If you're transporting some people from work to 
home, a motorcycle can only transport one or two people at once, but it's fast. A bus can transport a lot of people at once, but it is 
slower.

Suppose it takes 10 minutes for a motorcycle to transport people, and 30 minutes for a bus. A motorcycle can transport 2 people at a 
time, while a bus can transport 100 people. When transporting 2 people (few parallel tasks), obviously motorcycles are faster (low 
computational latency), but when transporting 100 people (many parallel tasks), the advantage of the bus being able to transport many 
people at once comes into play. And the more people needed to be transported, the better the bus is.

Image Source: https://developer.nvidia.com/openacc-overview-course

Why can GPUs accelerate computing: Performance comparison with CPUs



CPUs are designed to be good at executing a series of instructions in so-called 
threads as fast as possible, and can run tens of such threads in parallel, while GPUs 
are designed to be good at handling thousands of threads in parallel (amortizing 
slower single thread performance for greater throughput).

CPU GPU

Central Processing Unit Graphic Processing Unit

Fewer cores A lot of cores

Low-latency High throughput

Good at processing serial instructions Good at Processing parallel instructions

Can run 10s or 100s of threads at a time Can run 10,000s of threads at a time

At the same time, the utilization of the cache is very important for CPUs. If a CPU has a low cache hit rate when 
performing tasks, then the CPU utilization rate is very low. Each CPU core needs to configure the cache to provide 
guarantee for the CPU to quickly access data.

For GPUs, the speed of accessing data is not as important as it is for CPUs, so each 
independent core of GPUs is not equipped with caches (but there are caches between 
DRAMs and GPUs).

Summary of CPU vs GPU comparison



Status of development

Major simulation 
codes in fusion and 

plasma physics being 
ported to GPU

GENE/XGC
Plasma microturbulence codes, have been ported to GPU, and will run on a 

exascale supercomputer which is soon to be built. The related research 

papers have been published.

1

PSC 
Particle simulation code, has been ported to GPU. Significant speedups of 

up to 6x+ are achieved compared to pure CPUs.

2

CLTx
MHD code led by IFTS,ZJU. Ported to GPU using OpenACC in 2019, which 

solved the previous issue of inefficient computation on CPUs using 

OpenMP and MPI.

3

M3D-C1-K 
The M3D-C1-K code is developed based on the M3D-C1 finite element 

code solving the MHD equations, using a hybrid method（combining PIC 

and MHD), and the EP module has been ported to GPU.

4

NIMROD 
Efforts on GPU porting are on-going, including approaches based on 

abstract-block structure and EP-module porting. 
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Two programming methods considered for GPU porting: 
CUDA and OpenACC

CUDA OpenACC

Supported 
language

C++, CUDA Fortran C++, Fortran

Target users Professional computer performance 
engineers

Scientific researchers with programming 
background

Porting 
workload

Very large. The code running on the 
GPU needs to be rewritten 
separately. The GPU and CPU codes 
in the program are separated.

Less. Just add instructions to the code to tell 
the compiler which code should run on the 
GPU and which data needs to be copied to 
the GPU.

Performance 
after porting

If ported well, the performance 
will be maximized.

Trading relatively less porting work for 
considerable performance.

Compatibility Only NVIDIA GPUs Both NVIDIA and AMD GPUs



Why OpenACC?

A

Programming 
workload

B

Trend of the 
future

C

Code 
maintainability

D

Better 
compatibility

CUDA programming requires the entire code 

to be re-organized, while OpenACC only 

needs to analyze the code and make a few 

changes.

OpenACC makes it easy for other people to 

continue working on the code, while CUDA 

imposes a fairly high threshold for beginners.

CUDA is an old programming language that 

has existed since 2007, while OpenACC was 

launched in 2011.

The OpenACC standard is compatible with 

devices from AMD, NVIDIA, while CUDA is 

NVIDIA's proprietary programming language.



Preparation : Environment upgrade
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Hardware: 

• Add two Tesla V100 GPU cards to a local server.

• Upgrade the old operating system to the latest Gentoo Linux OS.

• Install the NVIDIA graphic card driver.



Fig. 1. Install the graphics 
card.

Fig. 2. Some technical information for installing a 
new system.

Install kernel source

Generate kernel and initramfs

Download and untar stage3 tarball

Configuring a mirror site



Fig. 3. Some technical information for installing NVIDIA graphics 
drivers, and configuring the GPU development environment.

Verify CUDA installation

Prerequisites

Network Configuration





Fixing the NIMROD installer for new Linux systems

• Upgrade valgrind and openmpi properly

• Upgrade software m4

• Check gcc-9 compatibility with nimrod



Summary of preparation step: 

• Successfully created an original NIMROD installer with these issues 
fixed. 

• New developers can use my modified installer to install NIMROD on 
new systems without repeating my modification process. 

• The modification process has been documented in details, including 
how to figure out what the issues of each problematic package are and 
where to find the solutions.



GPU porting : Steps and solutions
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Using NVIDIA’s compilers to rebuild NIMROD code (v2015)



Using NVIDIA’s compilers to rebuild NIMROD

• The GPU code added in this work must be compiled with NVIDIA’s 
compilers.

• Widely used compilers such as Intel’s compiler, GFortran and NVIDIA’s 
compiler are not compatible with each other -- One cannot link the 
libraries compiled by GFortran with a program compiled by NVIDIA’s 
compiler.

• In order to rebuild NIMROD program, one has to rebuild every 
dependencies from scratch, which involves huge amount of work (a bit 
challenging for programmers without intuition and experience)



NIMROD (v2015) dependency tree 
(extracted from bilder installation logs)



• In order to simplify the work and focus on the energetic particle (EP) 
module, only 7 dependencies were kept, while other dependencies are 
optional.

• Some dependencies that is too old to be compiled by NVIDIA’s 
compilers are updated to proper version. (OpenACC 2.0 was officially 
released in June 2013 so older codes are not guaranteed to be 
compiled correctly)

• The developers continuing this work may skip this procedure using 
packed tarball and work directly with NVIDIA’s compilers. Detailed 
changes of NIMROD source code and installation procedure is 
documented in our research group’s website.



Upgrading HDF5: finding a version that is not too old and not too new



• Hierarchical Data Format (HDF) is a set of file formats (HDF4, HDF5) 
designed to store and organize large amounts of data. Originally 
developed at the U.S. National Center for Supercomputing Applications.

• The version packed in NIMROD (v2015) installer is older than OpenACC 
and cannot be compiled with NVIDIA’s compilers.

• The newest version 1.12.x can be compiled, but HDF Group changed 
some data structures slightly and no longer supports some API calls 
from NIMROD (v2015).

• Tried to adjust some API calls as the documentation says and modified 
NIMROD source, but the amount of work is huge and time is limited.

• Temporary solution: find an intermediate version that support both 
1.8.x API and NVIDIA compilers.



Fciowrappers: optional dependency and not upgradable



Grin: optional dependency and not upgradable



• For some reason fciowrappers is no longer maintained. (Cannot be 
found in gitlab: https://gitlab.com/NIMRODteam)

• Some old CMake functions in scimake doesn’t support new version of 
CMake, replacing this old scimake with latest one updated 6 month ago 
didn’t solve the problem.

• Possibly Grin is no longer maintained.

• Since these two dependencies are optional, we ignored these two 
dependencies and continued to work without them.



Summary of porting step 1: 

• Successfully developed a set of scripts that installs minimal NIMROD
with upgraded dependencies that can be fully built with NVIDIA’s 
compilers. 

• New developers can use modified installer to obtain a fresh NVIDIA-
compiler built version of NIMROD. 

• The process is documented in detail for reference.



Use NVIDIA Nsight Systems to analyze program in runtime



• Modify CMakeLists.txt to tell CMake to add a “-g” option for debugging 
when compiling each source code file.

• Run the program with a simple test case that contains energetic 
particles, and collect the data.

• Download the data and open it with the GUI tool.
• Top-Down View — In this mode, expanding top-level functions 

provides information about the callee functions. One of the top-
level functions is typically the main function of your application, or 
another entry point defined by the runtime libraries.

• Flat View — This view enumerates all functions ever found by the 
profiler, even if they have never been directly touched, but just 
appeared somewhere on the call stack. This view typically provides 
a high-level overview of which parts of the code are CPU-intensive.



Before working on existing code: simple python script to reformat old code 



Summary of porting step 2: 
• Created a tool based on a Python module fprettify to reformat the old 

Fortran code.
• In old Fortran standard, while the computer’s screen resolution is 

low, each line of Fortran code may not exceed 72 characters.
• But in modern systems and modern editors such as spacemacs, long 

line of code will be displayed in multi-line automatically and 
compilers supports long line of code.

• Stay on old style of code may cause inefficiency when working.

• For example when I work on some code, the first thing after opening a 
source file is to press the shortcut keys to let IDEs to reformat code. For 
trending languages like Java and Python there are mature IDEs, but 
there isn’t a such IDE for Fortran language.



Analyze Result: Two main for-loops



• When running a simple test case of energetic particles, NIMROD spends 
near 70% percent of runtime running two main for-loops.
• The two for loops inside function particle_advance called by 

advance_species.
• One for-loop is about iterating all the energetic particles and 

calculate the electric and magnetic field.
• Another for-loop is about pushing energetic particles advance for 

one timestep, using the calculated electric and magnetic field 
information.

• For both of the two for-loop, each iteration in the loop is independent 
form other iterations, hence all the for loop can be parallelized.

• We tried to insert some OpenACC instructions at first and of course the 
result was unsatisfied. Otherwise, if one can achieve GPU acceleration 
so easily by inserting random code, a program that can automatically 
accelerate existing program should be invented.



• Problems encountered and solved during this work:
• OpenACC currently does not fully support calling functions inside 

GPU code, even if one declared that some functions should be run 
on GPU explicitly using OpenACC instructions.

• OpenACC does not support user-defined data structures well 
enough, so programmers sometimes have to use instructions to 
explicitly inform the compiler to copy data to GPU devices.

• The optimization bug of NVIDIA’s compiler messes something up.
• OpenACC is still not a fully mature technology, at least less 

mature than GCC and Intel compilers.
• A simple 5-line for loop involved in this work was messed up 

by the compiler, it can be compiled correctly with optimization 
level 0, but gives memory error when compiled with any other 
level of optimization.

• One should be aware of this problem when something weird 
just happens.



Performance testing after preliminary porting to GPU



• Deployed the GPU-ported code to a supercomputing center in Beijing 
and used Nsight Systems to analyze performance.

• First version of ported program performs poorly, ported code did run 
on GPU but the program runs 23% slower then before, regardless of the 
number of CPU cores or GPU cards used.

• After further study, we noticed that there’s a small difference between 
the instruction “kernels loop” and “parallel loop”
• Both of them tell compiler that the following for-loop should be 

running on GPU in parallel.
• “kernels loop” gives the compiler more freedom to optimize the 

GPU code.
• “parallel loop” gives compiler less freedom but gives programmer 

more freedom to do what he/she intends to do.
• Switching “parallel loop” to “kernels loop” did the trick and made the 

code slightly faster after porting.



Referenced from: https://stackoverflow.com/questions/13460903/difference-between-kernels-construct-and-parallel-construct



Performance benchmark:
Preliminary results
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Comparison of CPU-only (left) and GPU-accelerated (right) run results

Figure. The distribution function f0 is distributed with velocity (parallel or perpendicular to the magnetic plane). 
Thanks to OpenACC's nature of not modifying the original code, it is easy to get correct porting results.



• A speed increase of around 4% -
7% achieved using only one GPU 
card.

• Further coding and development 
are required for porting the code 
to run on multiple GPU cards.

number of 
particles

CPU only
（cycles/second）

CPU+GPU
（cycles/second）

acceleratio
n rate

2,000,000 0.196002 0.210420 7.35%

5,000,000 0.088383 0.094674 7.12%

10,000,000 0.046097 0.047957 4.03%

Preliminary GPU acceleration of the EP module.

0

0.05

0.1

0.15

0.2

0.25

2 million particles 5 million particles 10 million particles

Performance improvement brought 

by GPU with different particle 

numbers (unit: cycles/second)

CPU only CPU and GPU



• It should be noted that the number of particles has a nonlinear 
relationship with the data that needs to be processed during the 
operation. 

• Assuming that the GPU can process 10 tasks at the same time, it takes 
1s to process each task to copy data and 2s to calculate. 

• When the number of tasks is equal to 10, the GPU spends 10s to copy 
data and 2s to calculate, and an the average time per task costs is 1.2s. 

• When there are 1000 tasks, it takes 1000s to copy the data and 200s to 
calculate, and the average cost of a task is also 1.2s. 

• Noted that the average cost of a task grows larger when the number 
of tasks grows. This might be the reason of the decrease in 
acceleration rate when the number of particles grows larger.

Efficiency Analysis



• One point that still needs to be improved in this work is that the code
so far is only ported to run on one GPU card. 

• If multiple GPU cards can be used by the ported code, the GPU can 
process more threads at the same time, and the computing efficiency of 
the program will be greatly enhanced.

Efficiency Analysis



Summary and outlook
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Summary

Nimdevel (v2015) built using NVIDIA compiler

The code has been ported to the new NVIDIA compiler, and many 

optional modules are simplified, which greatly eases the development 

difficulty. 

2

Nimdevel (v2015) installed on new platforms

Fixed many issues with the installation of Nimdevel (v2015) on new 

platforms, and the revised installer correctly installs the full version 

of NIMROD and all optional dependencies. 

1



Summary

Successfully achieved initial acceleration of a module

Successfully ported part of the code of the NIMROD energy 

particle module to the GPU and achieved acceleration while 

retaining all technical data. Therefore, the porting of other 

modules can directly refer to my work records.

3



Future plans

Improve scalability of GPU acceleration
In actual tests, it was found that the increase in the number of particles 

resulted in a decrease in the acceleration effect. The scalability of the 

ported code on one GPU card still needs to be improved, which requires 

further study on the data transfer in the code.

1

Develop multi-node multi-GPU porting and acceleration
At present, the program can only use one GPU card. The next step is to 

use multiple GPU cards on one computing node to further improve the 

computing speed. The ultimate goal is to use multiple GPU cards on 

multiple computing nodes until multi-node network data transmission 

becomes the performance bottleneck, instead of the GPU operation 

speed.

2



Future plans

GPU porting beyond the EP module

The operation time of the ported code involved in this work only 

takes up about 50% of the program operation time, and a lot of data 

is copied from the CPU to the GPU, which wastes a lot of time.

If other parts of the code are also ported to the GPU, the code can 

stay running on the GPU most of time, which can prevent data from 

being repeatedly moved in and out of the GPU and resulting in 

performance loss.
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NIMROD learning website, more than 200 pages in the paper version (unpublished, can only be accessed by 
connecting the computer that needs to view the website to the virtual software-defined network I built with 
the open source software ZeroTier, and then entering a specific address to visit), I hope others can stand on 
my shoulders and go further!
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